
This checklist summarizes data science project management best practices 
collected from Microsoft’s Team Data Science Process and Domino Data Lab’s 
Domino Data Science Life Cycle which combine CRISP-DM project management 
principles with those of the Agile and Scrum software development frameworks.  
Use this checklist when planning your next data science project!

As a rule of thumb, successful data science projects often share the following characteristics:



 Measurable: Is the success of a project, and its impact on the business quantifiable?

 Reliable: What proportion of projects achieved their goals?

 Scalable: Can the throughput of projects be increased without significantly degrading reliability?



Moreover, data teams should opt to abide by the following principles while managing data science projects

Data Science Project Checklist

Principles for effective data science project management

Ensuring that different columns have 
the correct data type before 

beginning analysis.  

SQL
SQL (Structured Query Language) is a 

programming language used to 
manage and manipulate data stored 
in relational databases. It is used to 

create, modify, and query databases, 
as well as to control access to the 

data within them. It is widely used in 
most data roles today.

Python is a popular programming 
language for data science due to its 
useful libraries and easy syntax. It 

can be used for various data science 
tasks, such as data cleaning, 

statistical analysis, and machine 
learning. Python is the most popular 

data science programming language.

What to do? How to do it?

Iterative 
Projects are seldom completed in a 

direct line from start to finish. As you 
work on the project, you learn things 
that require revisions. In accordance 
with the Scrum and Agile software 

development techniques, it is 
encouraged to return to previous steps 

as needed.

Reusable and recyclable

Developing every project from scratch 

is time consuming and inefficient. 
Reusing components from one project 
to the next—whether code or model 

features or document templates—saves 
you reinventing the wheel.

Reproducible

Explaining and justifying your work is 
often harder than the work itself. Your 

methodology and results may be 
audited by a regulator or the customer. 
You may even need to revisit your work 
at a later time. Adopting reproducible 

research techniques will save you time 
here, and can mitigate risks from 
undetected errors in your work.

Data Science Project Phases

Both the Microsoft and Domino Data lab propose similar phases for a data science project. Below, we try to 
summarize these phases into a single unified framework:
 

This covers both machine learning projects and experimentation projects such as A/B 
testing. Discard the steps that don’t make sense for your use-case. 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Context Setting & Ideation

Identify the business problem being solved This should clarify why the project is being undertaken as 
unambiguously as possible.

Identify stakeholders Roles may include project manager, data scientist, account manager, 
data administrator.

Review prior work Review existing projects that covered similar ground�
� What were the key outcomes of the project�
� Can any work or assets be reused in this project�
� What mistakes were made that should be avoided?

Determine key performance indicators (KPIs or metrics) 
to measure success

Metrics should use the  criteria.



pecific: Well-defined, so everyone on the team can understand it.

easurable: It is possible to determine if the KPI has been reached or 

not.

chievable: The team has the skills and resources to attain the KPI.

elevant: The KPI is related to broader organizational goals.

ime-related: There is a deadline to reach the goal.

SMART

S
M

A
R
T

Not SMART example: "Increase website conversion"



SMART example: "Optimize the website's design and user 
experience to increase website conversion rate by 10% by the end 
of Q2"

Determine the scope � What are the project deliverables�
� What are the requirements for these deliverables�
� What will not be included in the project?

Write a project plan � Set milestones for intermediate steps in the project�
� Decide on a timeline to reach each milestone�
� Write a short description of each step.

Estimate the impact of the project � Quantify the benefit to the organization if the goals are reached�
� If there is uncertainty in the calculation, provide a range or 

confidence interval for the benefits�
� List any qualitative benefits that cannot be quantified.

Estimate the effort of the project � How much will the project cost�
� How much time will the project take�
� What resources will the project need?

Estimate the project risks � List all the risks to the project�
� For each risk, calculate the risk impact as the probability of it 

occurring times the severity of it occurring.

Decide whether or not to proceed with the project Based on the expected impact of the project relative to the effort and 
risks, decide whether to�

� proceed with the project no�
� put the project on hold in favor of higher priority project�
� cancel the project

Determine the responsibility of each stakeholder Use the  model. For each task, determine who i�

� esponsible: The person who does the work�
� ccountable: The person liable for key decisions�
� onsulted: Anyone whose opinion is asked for key decisions�
� nformed: Anyone who must be notified about key decisions.

RACI
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Determine a communication strategy � How will you keep in touch�
� What is the cadence for meetings?

Identify data sources � Do you have access to this data yet�
� Where is the data stored�
� What form is the data in�
� How big is the dataset�
� Do you have a data dictionary explaining what the data means�
� Can synthetic data be created to use in a proof-of-concept?

Anticipate regulatory needs � Will any deliverables (such as financial models) be audited�
� Can all data sources or features legally be used?

Decide on a technology stack Agree on tools for storing, processing, and modeling the data.

Write a project charter Summarize what you decided for the project in a short document, 
including the goals, stakeholders, KPIs, plan, data sources, technology 
stack, and communication strategy.

Give data scientists access to all datasets � Organize the appropriate permissions for each dataset�
� Purchase any commercial datasets or use synthetic data with 

similar properties.

Ingest the data For each data source, move it to the analytics environment.

Explore the data � Visualize the distribution of each variable with a histogram or bar 
plot�

� Quantify missing values for each variable�
� Visualize the relationship between features and the target variable 

with a scatter plot, histograms, box plots or heatmap.

Determine key performance indicators (KPIs or metrics) 
to measure success

For each datase�
� Provide a summary of the dataset�
� Describe any high-level data quality issues�
� Describe the quality of the target variable�
� Describe the quality of each feature�
� Describe the relationship between each feature and the target 

variable.

Decide whether or not to proceed with the project Based on the data quality report, decide whether t�
� continue with the projec�
� pause the project while you collect more dat�
� cancel the project

Build a data pipeline The data will typically need to be updated regularly as the project 
progresses. The data pipeline�
� should automate the ingestion and cleaning process�
� should run on a schedule (batch updates) or run continuously 

(streaming updates).

Document the data pipeline � Draw a diagram of the steps in the data pipeline and their 
dependencies�

� Describe what happens in each step.

Create a test suite Define tests that run automatically to check your model or 
experiment's performance and spot bugs that may be introduced 
while iterating. These can include�
� Unit tests of cod�
� A back test for a portfolio or other time series

Validate the business impact Now that you have model performance metrics, you can better 
quantify the expected impact on your business. Discuss the impact 
with business stakeholders.

Validate the technical approach Check that the final model is technically suitable�
� Are the assumptions of your model valid�
� Are the results sensitive to the data you sampled�
� Are the hyperparameters suitable�
� Can someone else reproduce your model?

Validate the deployability � Can all possible input values or use cases be handled�
� Are all the required data sources available in production�
� Can the model fail gracefully if some data sources are not 

available�
� Can predictions be made fast enough?

Preserve null results Anything that won't make it into production should be recorded in a 
knowledge repository so future projects don't waste time trying the 
same thing.

Develop a data pipeline � Set up a Directed Acyclic Graph (DAG) for all the data sources to a 
production environment�

� Schedule data updates to run automatically.

Develop a model pipeline Provide an API to your model that can be accessed by dashboards or 
websites or other software.

Design a monitoring plan � Determine metrics to be tracked, including performance metrics 
and safety metrics that will show if you introduced a bug�

� Determine limits for acceptable ranges for those metrics�
� Decide how you wish to be alerted if the metrics go out of range.

Roll out via A/B test � Provide the new feature or model to a random sample of users�
� Monitor the chosen metrics closely, but resist the urge  to declare a 

winning group until you have statistical significance.

Analyze and report on A/B test results � Compare the metrics you chose to track for each group�
� Report the results, even if the test was not a success.

Roll out to most or all users If the test was a success, roll out the feature or model to most or all 
users�
� Including a small holdout group that doesn't get the feature or 

model allows you to get long term data on how much of a 
performance increase you get from the new feature or model.

Write an exit report Summarize the status of the project and what you learned�
� Provide an overview of the projec�
� Summarize the business problem you tried to solv�
� Describe the data sources and how they were processe�
� Describe the modeling techniques used and how the model was 

validate�
� Summarize the solution architectur�
� Outline the benefits from the project to the company and the 

custome�
� Describe any learnings around project execution, data science, the 

business domain, and the produc�
� Outline the next steps

Get customer feedback � Conduct surveys and user interviews�
� Monitor reviews, ratings, and social media.

Generate a hypothesis � Does the hypothesis make sense in the business domain�
� Can you measure the outcome�
� Do you have enough data to see a statistically significant effect�
� Are there any statistical biases you need to account for?

Split your data into training and testing sets Make sure to do this before you start engineering features to ensure 
that you don't suffer data leakage.

Engineer features Create features for your model through techniques including�
� Center or scale numeric variables�
� Create categorical variables from numeric variables by binning�
� Apply Box-Cox or Yeo-Johnston transformations to numeric 

variables so they follow a normal distribution�
� Combine rare or related categories of categorical variables�
� Extract or combine parts of datetimes�
� Create new variables from summary statistics�
� Extract quantitative metrics from text and other unstructured data.

Fit the model, or run an experiment � Start by fitting the simplest model and gradually increase 
complexity�

� For big datasets, consider modeling with a sample.

Evaluate the results Use metrics such as accuracy, precision, and recall to quantify the 
performance on your model. If the performance is good enough�
� Can you collect additional data�
� Can you engineer more features�
� Can you use other algorithms?

Report on the results � Regularly provide feedback to stakeholders�
� Adjust your language for business stakeholders vs. technical 

stakeholders�
� Report failures as well as successes.

Develop monitoring pipeline Set up a pipeline to automatically track the performance and safety 
metrics defined in the monitoring plan.

Create dashboards � Create dashboards to track the changes of these metrics over 
time.

Set up alerts � Set up alerts to notify you via email, Slack, etc., when the metrics 
fall out of the acceptable range.

Modeling & Testing

Deployment & User Testing

Monitoring

Data Collection & Exploration


